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Abstract—Dynamic Frequency Scaling (DFS) can reduce en- by employing MDP modeling because of its optimality in
ergy consumption with various degree of trade-off from systm  achieving system performance objectives. Thus, MDP seems
performances for a wide range of devices and servers. Effiai¢ 5 5tural choice for designing a proactive DFS scheme that

DFS policies are able to adjust server frequencies by extrap . kload ch terizati | line impletae
olating the transition of the highly varying workload witho ut requires workioad characterization, low on-fineé impiemaen

incurring much of implementation overhead. This paper modés tion overhead, and stringent performance requirements. To
the DFS of a single server as Markov Decision Processes (MDP) apply MDP modeling on DFS, first, the system workload
To accommodate the highly varying nature of workload in transition probabilities need to be characterized andveeri

the proposed MDP, we adopt the fluid approximation based 1yajitional Poisson modeling for the workload can readily

on continuous time Markov chain and discrete time Markov . - )
chain modeling for the fluid workload generator respectivey. provide the transition probabilities for MDP; however, the

Accordingly, we design two frequency controllers (FC), narely ~Workload generated in this way varies only lightly [10]. Eu
C-FC and D-FC, corresponding to the continuous and discrete modeling of exponentially distributed ON/OFF source has
modeling of the workload generator. We evaluate the propose pheen shown to be a good approximation of highly varying
policies on the synthetic and web traces. The proposed C-FC\qrkjoads [8], [7]. To design a DFS scheme guaranteeing
and D-FC schemes ensure the performance satisfaction with . . .
the moderate energy saving and the ease of implementatiom i & good pow_er-performance ratio while processing Ion_gean_g
comparison with existing DFS policies. dependent like workloads, we propose to use MDP with fluid
analysis of the workload transitions.

The organization of this paper is as follows. First we

Various power management mechanisms, such as turngscribe the system model and problem formulation in Sectio
devices and servers on/off, dynamic frequency scaling {DF$. Then the two proposed MDP-based frequency controllers,
and workload consolidation, have been proposed to maint@nFC and C-FC, are derived in Section lll, after the exponen-
an efficient power to performance ratio for mobile gadgetml ON-OFF fluid analysis of the workload. In Section IV,
and large data centers. DFS technology is commonly embeagnthetic traces are used to validate and compare the mdpos
ded in modern devices owing to its lower implementatiob-FC and C-FC and real traces are used to benchmark existing
overhead. Moreover, DFS can be flexibly integrated witbFS.
the afore-mentioned power-performance management mech-
anisms. Most existing DFS mechanisms [9], [5] reactively
modulate the frequency if the performances metrics beingA distributed device/server is modeled by a single-server,
monitored, such as processor utilization, response time etinge-queue and single-buffer system for a designateahipign
are observed to veer from the target values. As there hisrizon. The schematics of the system are shown in Figure
often no information on future workload, reactive DFS can bEa). Requests first arrive at the system buffer stochdlgtica
rather greedy and even aggravate the performance degmnada@nd result in a time-varying workload. A certain computing
especially in the presence of highly varying workloads, aGapacity is required to process the incoming workload totmee
though reasonable energy savings might be still achievied. Tthe performance target. The computing capacity of the serve
workloads of many modern devices [14] are found to be highiy a linearly increasing function of the operation frequesc
varying and difficult to characterize and predict becausthef [4], whereas the power consumption is a highly nonlinearly
long-range dependency among arriving requests. It is noingreasing function of the frequencies because of the €orre
trivial endeavor to design a proactive optimal DFS scherae ttsponding voltage scaling [6].
modulates the frequency based on the system state monitoredVe assume that a frequency controller (FC) exists in the
the workload prediction, and performance. server, which modulates the computation capacity pronism

Markov Decision Processes (MDP) is a common methodaft a discrete fashion. At every control time point, the FC can
ogy to develop optimal decision rules based on the observatiset the frequency from a limited and discrete range of values
and prediction of the system state. Many single-serverrobntHere, we define the average workload at the buffer as thettarge
problems, such as determining the optimal admission apdrformance metric in the FC. Frequencies are set not only to
service rates [2] to minimize response time, are resolvedve power but also to restrict the average buffer workload

I. INTRODUCTION

Il. SYSTEM MODEL AND PROBLEM FORMULATION
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Fig. 2. Control epochs and system state.

(b) solving algorithms, such as policy iteration [11], can be

ON-OFF source _Buffer  Server applied on the resulting unconstrained MDP. The secondne i
_,w ® —_— to build up the transient analysis for highly varying worth
which will be used to obtain the transition probability in N¥D

z(n) x(n) f(n)={f,,..fi} We adopt a fluid stochastic analysis proposed by Mitra [8] to

Fig. 1. System schematics (a) and stochastic fluid model (b). construct the transient analysis for the long-range degand

of that epoch to values below a certain threshold. Once tw(ee workload considered in Subsection IlI-B.
frequency state has been set, it will not be changed until the MDP formulation
next decision epoch. Therefore, a prediction mechanism forwe follow the optimization problem in Section Il to for-

workload transitions needs to be incorporated into the FC {Q,jate a finite-horizon MDP problem. It has the objective
capture the stochastic nature of the incoming workloadeNogf energy minimization and defines a feasible frequency set
that the optimal length of the decision epoch is system- aggmprising the performance constraints of average wockloa
control-policy-dependent, and that a discussion of itsaotp gyer N finite control/decision epochs. The process Mf
would exceed the scope of this paper. epochs is assumed stationary.

A planned control horizon consists ¥ finite decision  Ag the arrival rate of the workload considered here can
epochs, each of which is indexed hyand takesr time units. pe high and bursty, the sequence of incoming requests can
The frequency ab'" decision interval is denoted &¢n). We pe efficiently approximated as a continuous flow of a fluid
adopt the power consumption per time unit defined in [6] @htering the system. We adopt the stochastic fluid analysis
Pixea + Py, wherePyiscq is the constant term anly is @ [g], in which the workload fluid enters the buffer according
coefficient for a cubic frequency term, provided the serger {g randomly varying rate governed by a ON-OFF generating
turned on. Thus, the power consumptiomdf control interval gource as shown in Fig. 1(b). Thus, we define the system
iS { Pixed + Pf - f(n)’} - 7. We can therefore summarize thesiate by (1) the workload fluid levet, , and (2) the ON-OFF
objective of minimizing the total power consumption and thetate of fluid generator;, which is a binary variable. Note

workload constraint in Eq. (1). that in reality only the fluid level (remaining workload) can
be observed. The ON-OFF source is essentially a modeling
min Zﬁ;l(Pﬁxcd + P f(n)?) -7 technique to capture the dynamics of the system state, and no
E(z; f(n)) < X,Vn (1) Observable in reality. _ _ N
Ffn) € {fi < for < fu},Vn The definitions for state, action, cost function, transitio

probability, performance constraint, and optimality etipres

The workload is denoted by and the average workload of theof the proposed MDP are as follows.
n™ interval, E(x; f(n)), is a functionf(n) and needs to be  Decision epoch: A decision epoch is indexed by =
less than or equal to a target threshold, The availability ofk {1,2...N}, and takesr units of time. Correspondingly, the
discrete frequency levels imposes another constraine Mett  decision is executed at time= {17,27... N7} as shown in
with the advance of modern CMOS technology [13], frequengsigure 2.
modulation incurs only negligible cost in terms of time and State and state space: Let stateS(n) at the beginning of
energy. epochn (at timet = n7) be defined byz(n) and z(n),
wherez(n) is the amount of fluid workload in the buffer at
the beginning of epoch and z(n) is the state of the ON-

This paper proposes to use MDP techniques to desigrO&F source. We define(n) in the set of discrete values,
state-dependent FC, which prescribes a frequency selectidn) € {0,1,2...F}, whereas is as a binary variable. When
rule based on a defined system state. Note that as the toansiti(n) = 1, the generating source is in ON state; otherwise.
of workload depends only on the current state of the systerhus, S(n) = (x(n), z(n)) € {0,1,2...} x {0,1}.
and the frequency selected by the FC in that state, the dacisi Action and action space: Let actions f(n) to choose a
process of the FC is therefore a Markovian decision procef®quency fronk discrete levels (n) € A = {f1, fo, ... fi}.
Two steps are required to construct MDP-based FC. TMoreover, to construct an unconstrained MDP [11], a feasibl
first challenge is to formulate and solve a MDP with theet, A’, will be used to comply with the performance con-
performance constraints of Eq. (1). We define a feasiblefsetstraint, E(x;, f(n)) = z; + >, Pij(f(n)) - 2; < X, where
frequencies to accommodate the workload constraint in SuB;; is the transition probability, a function of(n), defined
section IlI-A, so that the state-of-the-art MDP unconsteal in the next paragraph. Thereforg,e A’, is a frequency in

IIl. SOLUTION METHODOLOGIES



the feasible action set that obeys the performance constraepoch. The highey is, the more fluid can be drained from

feA={A: 2+, P,;(f(n) z; < X Vi}. the buffer. Essentially, the fluid levet, changes according to
Cost function: Let the cost function;((z, z), f), be defined the state of: and the choice of.

by the energy consumptionsca (s, f) = rreca((z, 2), f) = TheTransition probabilities at time= nr, i.e., the begin-

Prixea + Pr - f3 ning of n'" epoch,are thus defined as follows:

Transition probability: It defines the probability of chang- H; ;(n1, z, j;x0,i) = P{x < z;,z(n + 1) = zjjz(n) =
ing from statei, S; = (z(n) = x;,2(n) = z), to state xg,z(n) = z}.
J, S; = (®(n+1) = zp,2(n + 1) = z), during a single
control interval ofr units of time, given the action taken at H (n7,z;z0) = (
the beginning of thex'" interval:
Pij = P{(a(n+1) = zj,2(n+1) = 2)[((x(n) = 25, 2(n) = g matrix H (n7, 2; xo) satisfies the following partial differ-
Zi)éf'z'}rrual't Eoations. The value functionl - at theph ential equation (PDE):

ptimality Equations: The value functionV;,, at then ] ]
time point is the minimum of the sum of the current cost OH (n7, z; 20) +DaH(nT’x’x0)
(r((z, ), f)) and the expected future valu®,( ) function: o _8_"7 8“7 _
with initial boundary conditions at time= 0, H (0, z; o).

_ . It is not trivial to solve PDE in Eq. (2). We adopt the
Va(@,2) = fnélAn/{T((x’ 2 F)+ solution proposed by Ren and Kobayashi [12], which requires
Z Z (@, 2)|(2, 2), Fona (@, 2).} to solve double Laplace transform df, namely, H*. In
Section IV, we seek a numerical inversion Bf* by means

of existing Fourier transform algorithms to obtafif

Note that this study eventually discretizes the fluid leYets  As a result, P,; in MDP can be approximated by the
better translatability of the models and solution methody) difference of H{r,z,;z;} and H{r,z;;2(i)}, where z;
even though the fluid is supposed to be continuous. The greaienotes the adjacent fluid level of:
the range of fluid levels considered, the better are the [mexbo
approximation, model, and solution methodologies.

HO,O(TLT7.T;.T0) Ho,l(TLT,.%‘;.TQ)
Hyo(nt,z;20) Hii(nr,x;zg) )7

= MH(nt,z;x0), (2)

(z" 2")eS

Pij = Hzi,,zj- (m', xj;:vi) — Hzi,,zj- (m', .%'j/;.%'i).

2) Discrete Time Markov Chain: To build a DTMC model,
first the DTMC transition probability(), of the ON-OFF
The generating source for rhw fluid workload has an ON angrce during a time unit needs to be established. The ON-
an OFF time following renewal processes and their duratiopsF source at a discrete time poiit= {0...7 — 1}, of the
are exponentially distributed. When the ON-OFF source is jfih epoch, 2, (n), is governed by the transition probability
the ON statez = 1, it sends the traffic fluid into the buffer pagix -
at ratey bytes per unit time, but does not send any traffic Qoo Qo1
during the OFF statez(= 0). Here, the buffer is assumed Q= ( Qio Qi1 >

to have infinite waiting capacity and a controllable Servef, applied the uniformization technique [11] on the gener-

capacity, {1, .., fi), I-€, the fluid draining rate, to Completeating matrix, M, defined in CTMC modeling to obtai@ in
the remaining workload in the buffer as shown in Fig. 1. NOIBTMC as fo,llov,vs

that as we focus on a stationary process a constant value.

In addition to the advantage of being a good approximation to 5 5 L8 s

highly vayring and long-range dependent traffic, the ON-OFF  If M = ( o —o ) =Q= ( ac < 4 ) (3)

source can be well modeled by a Continuous Time Markov ¢ o

Chain (CTMC) and a Discrete Time Markov Chain (DTMC)Where sup,c, 5 s < ¢ < oc. As the @ matrix is just the

for which existing transient analysis is applicable [3]. transition probability per time unit of the ON-OFF source,
1) Continuous Time Markov Chain: Let the source ON and the transition probability, i.e.,the derivation @, ;, in rhw

OFF times be exponentially distributed with mean! and Proposed MDP needs to enumerate all possible combina-

31, respectively. The CTMC generator matrix of the ONLONs of = ON-OFF changes over the'* epoch. Letw =

B. Fluid approximations for server workload

c

OFF source M, per time unit is {20(n), 22(n),...2,—1(n)} be a sample path of the unit time
3 3 ON-OFF state atn™ control epoch. ThereforeP(w) =
- k=7—1
M= a —ol b—0 Q(z;c(n),z(kﬂ)(n))- LetQ = {w: zp(n) = z;, zo(n) =

o : _ Zi, zr—1(n) = zj,x.—1(n) = x;} be the set such that a
As the fluid is generated at rateduring the ON time and sample pathw, has an initial workload at:;, with the ON-
during the OFF time, and it is drained out at rgten between, OFF state as:; and lets the workload change from to

th_e buffe_r is g_overneq by the following drift matrix), where «; during = units. Then, P, ; is the product of allw € €,
I'is the identity matrix: P'm- = D weq Pw). We design two FCs based on the
D=R-fI= 8 01 fI :‘ _Of 0 optimal decision rules, which are derived from the traositi
v f probabilities of the CTMC and DTMC. We call the FCs based
Note thatf is the control variable at the FC at every contrabn CTMC and DTMC, C-FC and D-FC, respectively.




TABLE |

IV. EXPERIMENTS COMPARISONS OFDFSS WITH T = 4 AND 15.
In this section, we present the evaluation of the proposgd =14 =15
frequency control schemes, C-FC and D-FC. The pros an Metrics IBM_| Linux | D-FC | IBM | Linux | C-FC

esponse time (sec) 0.197 | 0.117 | .050 | 0.299 | 0.128 | 0.085

cons of both schemes are discussed under synthetic wogkloa Energy saving 60, T 607 T 507 [ 67 1 6077 T 59%

at different frequency modulation windows. Later, we congpa
C-FC and D-FC with existing DFS algorithms, and show th&tetailed comparison of C-FC and D-FC can be made under

they achieve a better power-performance ratio. different lengths of the control epoch.
. 1) Length of the control epoch: When the decision epoch
A. Experimental setup is small, 7 = 5, only frequencyf1 and frequencyf8 are

A frequency control simulator program, written in MAT-adopted in both C-FC and D-FC. They are separated by certain
LAB, has been used to generate highly varying workloatireshold values of the fluid state, as seen in Fig. 3. Actuall
and modulate the frequency according to the DFS schentige fluid state values corresponding to the change fifam
The workloads used for this evaluation were of two typety f8 are the same in C-FC and D-FC. It appears to be
namely, synthetic and web traces. Synthetic traces wem usiee so-called “bang-bang” policy, which operates either at
to compare C-FC and D-FC in the proposed model, wherdas/ or at high frequency. Note that D-FC incurs much less
the web traces were used for evaluating the effectivenesscofputation overhead than C-FC for small whereas C-
the proposed methodology. The former were generated usik@ is computationally more efficient for longet. On the
an exponential distribution with two parametess,= Wlw, other hand, during- = 15, we can observe there are more
B = 54=; (the ON and OFF-time parameters, respectivelylrequency choices involved in optimal policies, espeyiédir
and~ = 1 (fluid generating rate). Web traces were obtained-FC, because more system states can be obtained in a longer
from the public domain in the Internet [1]. For conveniente @eriod of time. It turns out that the energy savings due to
implementation and explanation, we normalize and disaetifrequency level modulation are better exploited when highe
the remaining workload of the synthetic and web traces ifto 4 values are considered. Moreover, C-FC is supposed to be
different levels. Eight different levels of operating ftemncies, more accurate for higher as the fluid generator is better
f1,-.. fs, corresponding to processing speed fromto 0.9, modeled by CTMC.
are available for the DFS schemes in FC at every contral _ _ - .
point. We observed that when running at maximum frequencg/, Comparison with existing DFS heuristics
the average remaining workload is roughly below the value Here we demonstrate the performance comparison of the
of 18 for v = 1, whereas under operation at the minimurfroposed C-FC and D-FC algorithms with two existing fre-
frequency the average remaining workload keeps increasifigency control methods - IBM-ARL, and OnDemand using
Moreover, the remaining workload under maximum frequenayeb traces. The IBM-ARL mechanism [5] monitors the system
is observed to vary greatly that of indicating the potentifal performance at every decision epoch; it reactively in@sas
the dynamic frequency for energy saving and the challentfee frequency by one level if the system performance is over
involved in achieving an effective power-performanceaati the target value, and decreases it by one level otherwise. Th

) OnDemand algorithm is also a reactive solution used in Linux
B. Proposed C-FC and D-FC on synthetic traces OS for frequency setting [9]. Its frequency decrement yolic

We first computed the optimal frequencies of C-FC and the same as that of IBM-ARL, but its frequency increment
D-FC corresponding to the aforementioned 40 discrete flumblicy is more conservative. If the system performance is
levels with the workload threshold = 18. Figure 3 depicts observed to be higher than the target value, the frequency
the optimal frequencies of C-FC and D-FC with= 5 and will be modulated to the maximum one. Consequently, the
15 time units, when the fluid generating rate lis The top OnDemand method is traditionally more conservative toward
row corresponds to the ON fluid state and the bottom row fsaintaining performance. To achieve a fair comparison, the
to the OFF state. In the implementation of C-FC and D-FGystem workload is used as an observable system state at
we obtain the ON and OFF states by estimating differencesi€, and the medium value of system workload is set as the
fluid levels at decision epochs.Snapshots of simulationltrestarget performance. We calculated the average response tim
are shown in Fig. 4, where the top row gives the simulatiasf a request and normalized energy consumption (over the
results of the remaining system workload and the bottom rawaximum frequency), which are shown in Table | with= 4
records the frequency modulation at every decision epo@nd 7 = 15 time units. Each time unit equals 1.5 seconds.
For a fair comparison, the simulation results are collectéer the proposed D-FC and C-FC algorithms to work, the
from the same random numbers of the ON and the OFiistory data needs to be fitted into the fluid model to obtain
periods. As the optimal frequencies for C-FC and D-FC atbe parameters, 3, and~. Accordingly, with a suitable level
the same when = 5, the simulation results of C-FC andof discrete fluid levels, the optimal policies are computéd a
D-FC are identical, as can be seen in Fig. 4(a). In genertile beginning of the DFS planning horizon.
we can observe that the sophisticated workload predictionAll schemes have similar energy saving ratios, but very
mechanisms embedded in C-FC and D-FC enable accurate difiéérent values of the average response time. As IBM-ARL
timing frequency modulation proactively with load changks intends to put more emphasis on conserving energy, it has a
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